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1

Introduction

The problem of reducing energy consumption is dominating the design of several real-time
systems, from battery-operated embedded devices to large clusters and server farms.
Many embedded systems are powered by rechargeable batteries, and the goal is to extend
as much as possible the autonomy of the system. Battery technology is improving rather
slowly and cannot keep up with the demands of modern digital systems. A wide range of
battery operated systems like notebook computers, smart phones, autonomous robots, sensor
nodes and PDAs (Personal Digital Assistants) can only operate on the limited battery supply.
Battery life is one of the most important parameters for such devices, directly influencing the
system size and weight.
Problems related to energy consumption can be found also in high-end processors, like the
ones used in normal workstation PCs and in servers [15, 2]. The increases in performance
are obtained by increasing the clock frequency and reducing the size of the transistors. The
net effect is that the power consumed by these processors is increasing due to increases in the
static leakage current and in the dynamic switching frequency. As a side effect, dissipating
the heat generated becomes more difficult. Conventional computers are currently air cooled,
and manufacturers are facing the problem of building powerful systems without introducing
additional techniques such as liquid cooling.
Modern microprocessors allow to balance computational speed versus energy consumption
by dynamically changing operating voltage and frequency. This technique is called Dynamic
Voltage Scaling (DVS) [20]. Many modern processors can dynamically lower the voltage to
reduce the power consumption. For example, in the domain of embedded systems, ARM based
processors like Intel PXA [9, 4] and others [31], support one or more oeprating frequencies
with different energy-consumption characteristics. In the high-end market, every processor
now, even multicore chips, support at least 2 or 3 operating frequencies [10, 11]. However, by
reducing the voltage, the gate delay may increase. Thus, in most cases it is necessary to lower
the operating frequency and the processor speed. As a consequence, all applications will take
more time to be executed.
On real-time systems, however, if this technique is not used properly, some important task
may miss its timing constraints. The goal of the operating system scheduler becomes, thus,
to select not only the task to be scheduled, but also the processor operating frequency in
order to reduce the energy consumption while meeting real-time constraints. A power-aware
scheduling algorithm exploits DVS by selecting, at each instant, both the task to be scheduled
and the processor’s operating frequency. The problem becomes more difficult in systems with
a combination of hard and soft, periodic and aperiodic real-time tasks. Recently, many poweraware algorithms have been proposed in the literature.
In this report, we describe our experience with power management scheduling techniques
in the FRESCOR project. After reporting the related work on DVS scheduling and power
management in Section 2, we start by giving a short overview of the hardware mechanisms in
common hardware platforms used in PC and embedded platforms. Since our implementation
will be on the Linux OS, we concentrate on describing the power management sub-system of
Linux. Finally, we describe the API interface that we provide to upper layers of FRESCOR.
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2

Related Work

Power-aware scheduling techniques can be divided into static (off-line) and dynamic (on-line)
techniques. Static techniques are typically applied to periodic tasks, and make use of offline parameters (such as periods and worst-case execution times) to select the appropriate
processor voltage/frequency to be used. These techniques can be further divided into two
classes: fixed system voltage and fixed task voltage. In the former case, a single optimal
speed is computed and assigned to all tasks, without any overhead for voltage switching at
run-time. Pillai and Shin [19] derived an optimal algorithm for computing the minimal speed
that can make a task set schedulable under the Earliest Deadline First (EDF) scheduler [5, 16],
and proposed a near-optimal method under Rate Monotonic. Saewong and Rajkumar [23]
provided an algorithm to find the optimal speed value for fixed priority assignments.
In the second class of static methods, the processor voltage is not fixed but statically assigned before system execution, basing upon task’s parameters [23, 32, 17]. In other words,
given a set of periodic tasks, the algorithm assigns a possibly different voltage to each individual task. The assignments are still computed off-line, and are fixed until the task set changes.
Shin and Kim [26] proposed a static algorithm for real-time systems with both periodic and
aperiodic tasks. Aperiodic tasks are handled using a dedicated server. Saewong and Rajkumar [28] proposed a voltage-scaling algorithm (called PM-Clock) for hard real-time systems
using fixed-priority (i.e., Rate Monotonic or Deadline Monotonic) schedulers.
Dynamic techniques have been the topic of much recent research. In most applications,
the probability of a task taking an amount of run-time equal to its worst-case execution time
(WCET) is very low [24]. Hence, dynamic techniques can exploit the slack time for reducing
energy consumption when tasks have a variable execution time.
Pillai and Shin [19] proposed the RTDVS-Cycle Conserving and RTDVS-Look Ahead algorithms to take into account the slack time. Aydin et al. [1] proposed the DRA algorithms based
on EDF for reclaiming the spare time. A power-aware algorithm for EDF scheduling has been
proposed also by Zhu and Mueller [33]. Similar techniques have been proposed by Saewong
and Rajkumar [23] in the context of fixed priority scheduling. All these techniques assume
hard real-time periodic task sets.
Some work has been done in the context of soft real-time tasks. For example, Pouwelse et
al. [21, 20] presented a study of power consumption and power-aware scheduling applied to
multimedia streaming. Lorch and Smith addressed variable voltage scheduling of tasks with
soft deadlines in [18]. Kumar et al. [14] proposed a prediction mechanism for fixed-priority
scheduling of soft periodic tasks. However, these techniques are based on heuristics and cannot
provide guarantees to hard real-time tasks.
Recently, Qadi et al. [22] presented the DVSST algorithm that schedules sporadic hard
real-time tasks reclaiming the unused bandwidth to lower the processor frequency. The basic
idea is to keep track of the total bandwidth used by all active sporadic tasks with a variable
U : when a sporadic task is activated, U is increased by Ui (the task’s utilization, Ui = CTii ),
and at task’s deadline the bandwidth is decreased by Ui . The processor frequency is changed
depending on the value of U . However, the DVSST algorithm is not able to reclaim the spare
bandwidth that is due to tasks with variable execution time. Indeed, in the case of periodic
tasks, DVSST maintains a constant U .
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Shin and Kim [26] proposed dynamic algorithms for power-aware scheduling, using both
fixed priority or EDF policies and a dedicated server (i.e., Deferrable Server [29] or Total Bandwidth Server [27]) to handle aperiodic tasks. Using some existing DVS algorithms (including
a modified version of DRA [1]), slack time is reclaimed for both periodic and aperiodic tasks.
Algorithm GRUB-PA [25] explicitly reclaims the spare bandwidth of tasks that execute less
than the worst-case, and therefore is able to reclaim spare time in the case of both periodic
and sporadic tasks.

3

Characteristics of hardware platforms

As many computing systems are now portable, power management is a regular part of many
embedded processors, like ARM-based systems. ARM processors are especially well suited
to embedded systems and portable devices in general (e.g. Palmtops, Cellular phones, etc.)
because they provide high performance with low power. Also, all high-end processors (e.g.
Intel and AMD multicore processor) provide power management techniques to lower voltage
and frequency of the CPUs. As the processor is not the only power-consuming device in a
system, system-level issues are also important for an effective power managed system.
In this section, we provide a short overview of the hardware and system power management issues.
First of all, it is important to understand where the power in a system is going and where
efforts to reduce power can be best spent. In Figure 1 (taken from [3]), we show an example
of power distribution for a PDA class device. As you can see, most of the power is consumed
by the processor and by the frontlight used to illuminate the display. Therefore, it is important
to first reduce the power consumed by these two sources to effectively reduce the overall
consumed power.
Let us start by analyzing the contribution of each element.

3.1

Processor

The processor in a portable system contains a significant number of switching transistors relative to the rest of the circuitry in the system; therefore it uses a significant amount of power.
Today, most digital devices are implemented using Complementary Metal Oxide Semiconductor (CMOS) circuits. The power consumption of this kind of circuits can be modeled accurately with simple equations [12, 21, 8].
CMOS circuits have both static and dynamic power consumption. In the ideal case, they do
not dissipate static power, since in steady state there is no open path from source to ground.
In reality, bias and leakage currents through the MOS transistors cause a static power consumption which is a (usually) small portion of the total power consumed by the circuit. As
the integration technology advances, the percentage of power consumption due to the leakage current is significantly increasing. In future processors, it is expected that the leakage
power will significantly affect, if not dominate, the overall energy consumption in integrated
circuits [8].
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Figure 1: Power management distribution in a PDA class device
The dynamic power consumption in CMOS microprocessors is dissipated during the transient behavior (i.e., during switches between logic levels). Every transition of a digital circuit
consumes power, because every charge or discharge of the digital circuit’s capacitance drains
power.
If we assume that the dynamic component is the most dominant one, we can associate a
power consumption
2
Pk ∝ φk ∗ VDD−k
(1)
to the frequency φk , as done in [8, 20, 12]. Notice that the power consumption scales linearly
with the frequency and quadratically with the voltage — i.e., reducing frequency and voltage
together reduces energy per operation quadratically, but only decreases performance linearly.
Many power-aware algorithms make the assumption of continuous frequency scaling, even
though no existing processor can vary its frequency with continuity. In facts, all processors that
support Dynamic Voltage Scaling (DVS) provide a set of operating modes, each one characterized by a pair frequency – voltage [31, 9, 10, 11]. Processor manufacturers typically specify
several operational voltage and frequency combinations.
Processor Idle Mode. Almost all modern processor designs support an idle mode. During
the idle state, the clock is not sent to the processor, thus every processor operation stops. The
processor can be put in the idle state by the operating system kernel when it determines that
there are no active tasks. The processor “wakes up” from the idle state when any system
interrupt occurs. It is important to note that the processor idle mode only affects the processor
and has no effect on other hardware components in the system. Also, note that in idle mode
the power consumption due to switching current is zero, but the leakage current is still flowing,
so the total power consumption is not null.
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Ram Type
Normal (3.3 V)
Low power (2.5)

Run Power mW
891
324

Suspend Power mW
9.9
1.26

Table 1: An example of power consumption of a SDRAM
Processor Peripherals. Most embedded processors include a significant number of peripherals on-chip. In some processor, it is possible to selectively disable the clock for some of these
peripherals, so reducing the power consumption due to dynamic switching. This is usually
referenced as the processor supporting different C-states. The longer the idle period, the more
the subsystems that are disabled (the deeper the actual C-state), and the more the power savings. Anyway, normal instruction execution is resumed with some additional latency, which
increases together with the number of idled processor peripherals. Moreover, since each one
of these peripherals is connected to the CPU with a bus (e.g., in ARM-based system this is the
AMBA bus), when the clock frequency scaled or reduced to zero, the frequency of the bus must
change accordingly.
Thus, given all these features are very much depending on the specific processor architecture, it is very difficult to derive a general model.

Memory power consumption. DRAM (dynamic random-access memory) energy consumption in low-power embedded systems can be a consistent percentage of the overall power
consumption [30]. To reduce power consumption of memory, modern memory devices have
multiple low-power states that retain the stored data. Each power state consumes a different
amount of power. The trade-off is between power and delay: a low power corresponds to a
higher delay in accessing the memory. Also, the transitions between states involve different
energy and performance overhead.
For this reasons, many techniques have been developed to reduce such power consumption,
mostly at the hardware level. For example, [6], a memory controller is designed to implement
techniques to dynamically switch the power consumption of different banks of memory, so to
minimize overall memory consumption in the average case. Recently, some technique [7] has
been proposed to reduce the overall power consumption of server systems (including memory
and processor). However, there has been little research on reducing the power consumption
of memory for real-time embedded systems.
SDRAM components support several low power states. The SDRAM Self-Refresh state is
used during the system suspend state. During this state, all signals to the SDRAM are inactive
except for CKE, and the SDRAM manages its own refresh. SDRAM components also support
a power-down mode that can be used while the system is in the run or idle state. Table 1
compares power used by 64M Bytes of ram in a 3.3V and a 1.8V system. The data for the
calculations was obtained from Micron data sheets for 256M bit SDRAM components. The run
(100% duty cycle) and suspend power for one device is multiplied by two as two devices are
required. Going from 3.3V to 1.8V will significantly increase the run time and suspend time of
a portable system.
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3.2

System Issues

Suspend mode When considering the embedded system as a whole, we must take into account also the power management states of the system. For example, a laptop or a PDA can be
in suspend state, which is a low-power mode where most of the peripherals and the processor
are turned off, while the memory goes in low-power to keep the data ready when the resume
operation is performed. The basic system power managements states are reported in Figure 2
[3].

Figure 2: Basic system power managements states
Let’s now analyze what happens during a suspension. During the system suspend (also
called sleep) state, only the following components are left powered up:
• SDRAM
• Processor Power Management Circuitry
• Wake circuitry
Because the SDRAM contents are preserved, the application state of the system is preserved.
The following steps typically occur to enter sleep mode:
1. User, timeout, or low battery situation initiates the suspend sequence.
2. The OS makes calls to each device driver to put the hardware peripheral into a low power
state.
3. Processor registers that are not preserved during suspend are saved to SDRAM.
4. The SDRAM is put into a self refresh mode.
5. The processor is put into the suspend mode. In this mode, the clock to the processor core
is stopped, and various power supplies in the system are powered down.
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The resume sequence is the opposite of the suspend sequence and is initiated by a wake
pin on the processor or an internal processor wake source such as a real time clock alarm.
Implementing the suspend mode in a system is a complex task as it requires an understanding
of all the peripherals in the system and how to transition them to a low power state.
For a PDA class device, the suspend mode power is on the order of 10mW. A PDA class
system can transition between the run and suspend state in 10’s of mS - near instant from a
human perspective.
Even with the reduced power used in suspend state, a PDA class system will only last at
most a couple weeks in suspend mode. It is often desirable to have an OFF mode (also called
ship mode) that uses virtually no power. This mode is useful to avoid damage to the batteries
when the battery has no charge left and also for shipping a device with the battery installed.

3.3

Display and Frontlight

The display typically consumes the most energy in a portable device. There are a number
of displays available, but most modern PDA use some type of reflective TFT display with a
frontlight. Although a reflective TFT screen can be read in bright light without a frontlight,
a frontlight is required most of the time for comfortable viewing. There are several types of
frontlight used:
• CCFT (Cold Cathode Fluorescent Tube)
• LED-based technologies
CCFTs can provide high brightness, but their size, fragility, and the relatively large inverters
needed to power them limit their use to 7 inches and larger displays. Therefore, they are not
much used in today’s hand-held systems.
Backlighting issues were going to be settled once and for all by organic light-emitting diode
(OLED) displays, touted as the next-generation display technology when they were introduced
several years ago. Requiring no backlight and available in monochrome and full-color versions,
OLED modules were to offer an efficient, economical emissive passive-matrix displays capable
of a wide variety of animations, patterns, and backgrounds. Some of the advantages OLED
displays claim are better contrast ratio than LCDs, wide viewing angle (to 160), fast response
time, and thinness.
As it turned out, OLED displays are more expensive than back-lit LCDs. They are currently
used in only a small portion of today’s handset applications, as material, fabrication, and shelf
life issues have delayed wide adoption in the consumer market. (One indication that OLED
technology still faces serious roadblocks is the fact that a major OLED-display manufacturer
pulled out of the market in 2007 because worldwide demand lagged far behind expectations.)
Thus LCDs still hold their dominant position as color displays for portable and handheld
devices, and LEDs have increasingly become the most effective solution for backlighting them.
As a result, the choice of what type of backlighting to use for TFT LCDs often comes down to
which LED-based backlighting technology is the best for the application.
Many portable/handheld-device designers have used direct LED backlighting. The LED
light source eliminates noise and the need for an inverter letting the device run directly from
batteries and provides more design flexibility.
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Another LED-based technology, the light array, offers very high brightness and fits small
LCD backlights. It consists of a matrix of LED chips, typically mounted inside a white plastic
frame on an LCDs pc board. The white frame helps focus the light somewhat, but, for an
LCD with, say, a 16 x 61-mm viewing area, as many as 36 LED chips may be needed. A more
complete survey of display technologies can be found in [13].
For what concerns the energy management issues, clearly the power consumption depends
in the brightness of the display. It is up to the user to decide which level of brightness is
more appropriate for the current usage. In certain specific cases, display brightness can be
considered a QoS requirement for certain applications. However, it is difficult to treat QoS
brightness automatically in an automatic QoS management algorithm, as the QoS experienced
by the user depends also on external factors like the environment light, any reflection on the
display, etc.
It is common for portable system software to dim the frontlight if there is no user input for
a short period of time. For certain applications (such as music playback), it may be acceptable
to disable the entire display.
Also, common PDA or mobile phones use a light sensor to detect the amount of light in
the ambient and use it and adjust the LCD brightness accordingly. If the algorithm is properly
tuned, this approach allows a great reduction in energy consumption by “guessing” at the most
comfortable way for a user to watch the display in the various lighting conditions. However,
the user can hardly tune such mechanisms to his/her needs.

3.4

Critical Events

Hardware support for several critical events is usually required. The first critical event can be
called critical battery. In this state, the OS must be notified that the battery is critically low and
the OS will then unconditionally transition the system to the suspend State. The other critical
state can be called dead battery. In this state, the battery is not completely dead, but further
discharge must be prevented to avoid damaging the battery. This state is handled by a small
amount of extremely low power hardware circuitry that detects the state and disconnects the
main battery from the system. All SDRAM contents are lost when this critical event occurs.

4

Linux power management subsystem

With respect to CPU power management, the Linux kernel is able to support all the three
power option states:
• C-states, a set of idle states. Each of those states has a different trade off in terms of
power saving versus latency and performance. In Table 2 we report an example taken
from the Intel Core2 Duo data sheet.
• P-states, performances states, which allow the scaling of frequency and voltage of the
CPUs. In practice, these correspond to the available discrete frequencies.
• T-states, thermal states that allow the system to respond to emergency thermal conditions.
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C-state
C0 (busy wait)
C1
C2
C3
C4

Max Power Consumption
35 Watts (TDP)
13.5 Watts
12.9 Watts
7.7 Watts
1.2 Watts

Table 2: C-states from Intel Core2 Duo data sheet
Information on the available and current state of the system are available through the
ProcFS and SysFS virtual file systems. For example, with the following commands:
c a t / proc / a c p i / p r o c e s s o r /CPU0/ power
or
c a t / s y s / d e v i c e s / system / cpu / cpu0 / c p u i d l e / s t a t e ∗ /∗
it is possible to see the available C-states for the first CPU in the system (CPU0). In fact, in a
multiprocessor system, there exist one of these directories for each CPU in on-line state.

4.1

Linux and frequency scaling

When talking about clock scaling or frequency scaling in Linux, you usually refer to dynamically
changing the clock frequency of the CPUs, i.e., managing P-states. On the other hand, the
kernel is able to deal with C and T states autonomously, without needing any kind of help
from users or user space applications.
Linux offers a simple and unified interface called CPUFREQ to manage clock scaling. CPUFREQ
consists of a kernel-level component, that control the frequency setting of the processors and
of various peripherals and of the processor, and a user-space daemon, that provides the users
with a simple interface.
The policy according to which CPUFREQ chooses – or let the user choose – the clock frequency for the CPU are called governors. A governor can be seen as a “plug-in” of CPUFREQ
that decide how and when to change the processor frequency. Five of such governors are
supported: Ondemand, Conservative, Powersave, Performance and Userspace.
• Performance governor sets the CPU statically to its highest frequency;
• Powersave sets the CPU to its lowest possible frequency;
• Userspace allows the user, or any user space program (if running with UID equal to “root”)
to set the CPU to a specific frequency by making a SysFS file scaling setspeed available
in the CPU-device SysFS directory;
• Ondemand change dynamically and automatically the frequency of the CPU. It acts according to the actual processor load of the system, although its decisions and can be
somehow affected by means of some tunables present in the SysFS as well;
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FRSH Energy
management module
QoS governor
User Space

Performance

Userspace

Ondemand

Powersave

Kernel
Space

CPU Freq

Figure 3: FRSH and Linux power management architecture
• Conservative is very similar to Ondemand, and going into details explaining the difference
between the two is out of the scope of this document.
In Figure 3, the architecture of the Linux CPU frequency management subsystem is shown.
For simplicity of implementation, in FRESCOR, the same architecture is used, and the clock
speed is set accordingly with the needs of FRSH applications using the Userspace CPUFREQ
governor.
SysFS information about frequency scaling for CPU0 could be retrieved by the following
command:
c a t / s y s / d e v i c e s / system / cpu / cpu0 / c p u f r e q /∗
Among the others, some of the most important files this interface is composed of are:
• cpuinfo min freq: minimum frequency allowed (Khz);
• cpuinfo max freq: maximum frequency allowed (Khz);
• scaling driver : current CPUFREQ driver;
• scaling avalaible governors : available CPUFREQ governor;
• scaling governor: choose the governor to be used;
• scaling min freq and scaling max freq current “policy limits” (in kHz)
In cases the Userspace governor is in use, the user is allowed to set the CPU operating
frequency to a specific value throughout the file scaling setspeed.
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4.2

Linux and battery status

In a Linux system, again, exists two places where to find battery status information: /ProcFS
and /SysFS. In both cases there exists a subdirectory for each independent battery available
to the system, named BAT0, BAT1, . . . , BATN.
/proc/acpi/battery/BAT∗ directories contain info and state files, aggregating all the interesting information about battery characteristic and present status. /sys/class/power supply/BAT∗
directories contain much more files, each one containing only one information, for example:
• charge full ,
• charge now,
• current now,
• status,
• etc.
They, altogether, provide – actually, in much more easily readable way – exactly the same
information as ProcFS does.
Ideally, reading and plotting these values while running a constant (e.g. idle) workload
from system start time to battery power exhaustion should give perfect linear decreasing battery remaining capacity graph. It must be noted that that would not be the case, mainly
because battery technology related artifacts, e.g. the well known memory effect, could affect
system behavior and lead to wrong battery life forecasts.

5

FRESCOR Energy Management implementation

This section briefly reports the approach of FRESCOR toward power and energy management,
and describes the implementation and the integration of it inside the complete FRSH-FORB
framework (see D-ND2v3 and D-AQ3v2).

5.1

Objectives of the power management subsystem

As discussed up to now, power management is closely related to the performance of the system,
hence on the QoS delivered to the user. A better performance may result in a better quality
of the service at the expenses of a greater energy consumption. On the contrary, a lower
energy consumption implies a worse performance and a lower quality of service. FRESCOR
has a global notion of energy. Therefore, energy consumption is influenced by all the system
activities, possibly on a per resource basis. Typical goals to be achieved are either maximizing
the system lifetime, or achieving the highest performance possible (e.g., throughput).
Energy consumption can be controlled by setting the power level of each resource in the
system. Therefore, setting the power level is a global system issue: it cannot be decided on
an application basis, but a central manager has to configure each resource depending on the
requirements of the applications.
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FRSH Power Management API
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Figure 4: The two level of the FRESCOR power management API
We decided to distinguish two levels in the API, as shown in Figure 4. At the lowest level,
we provide mechanism to directly set the power level of the resources. At the highest level (QoS
management) we provide one possible policy to configure the power levels of the resources in
the system.
The lowest level can be used either directly by one application (as in Figure 4a), or by the
QoS broker (as in Figure 4b). However, we decided to not enforce this at the API level: it is the
programmer responsibility to check that either only one application or only the QoS Broker is
using the low-level FRSH power management API.

5.2

FRSH Energy Management Module

We decided to include the low-level API for power managementin a separate FRESCOR module, with its own interface. The module is optional, in the sense that not all implementation
of FRESCOR will support this module. Currently, it is only supported by the implementation
of FRESCOR on top of Linux (see D-AQ1v2, D-AQ2v2 and D-AQ3v2 for more details).
FRSH resources are modeled to have at least one power level (modeled as a “speed”). Some
resource will provide more than one level (e.g. the CPU) and a corresponding set of available
speeds. Ideally, a speed level should be somehow representative of the execution speed (e.g.
for CPU), throughput (e.g., for memory, BUSes, etc.), transmission times (e.g. for networks),
etc.; i.e., the speed should be related to how fast the resource is able to consume its budget.
However, a major problem comes from the following:
• the budget used to perform some operation depends on many different factors and, although being related, may not scale linearly with the defined resource speed;
• often, the speed of a resource can not be varied continuously between a minimum and a
maximum value.
For these reasons, for each resource we provide a discrete number of available power levels.
These power levels can be an enumeration (as in the CPU), or a set of discrete values that vary
progressively from a minimum to a maximum (e.g. in the LCD).
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The FRSH contract on a certain resource can specify a set of budget values, one per each
power level of the resource. For example, for a CPU resource, there will be a budget value for
each available CPU power level. The vres budget for power level i − th should be related with
the worst-case execution time of that CPU vres at the i − th CPU frequency.
The contract also contains the specification of a minimum duration. It represents the contract desired life-time and it is related to the current battery level and to the current system
energy consumption. In practice, an application can specify a minimum desired duration of
the system battery. As an example, consider a video player application, and suppose the user
wishes to complete the vision of the video before the battery expiration. By knowing the lenght
of the video, the application can negotiate a contract specifying a minimum duration at least
equal to the length of the video. The system will check if the current estimated battery uptime, at the current energy consumption rate, are enough to support all accepted application
plus the current one.
For some special resource it is not possible to define any FRSH contract. An example is
given by the LCD display in a laptop. The LCD is used exclusively by the graphical shell
manager (for example the X server in the case of Linux), and it makes no sense to specify a
contract for each application. However, the QoS experienced by the application can depend on
the brightness of the LCD display, which in turn will greatly impact on the energy consumption.
Therefore, for the LCD resource we only provide functions to set/get the level of brightness
of the LCD. Such function will be used by the QoS manager to set the correct brightness level
depending on the QoS requirements of the applications.

5.3

Estimating Energy Consumption

We now illustrate some critical aspect of a complex energy management subsystem such as the
one of FRESCOR: obtaining accurate and realistic estimation for the system energy consumption of each resource.
Unfortunately, it is not possible to find a simple and general to this problem. The wide
variety of hardware devices and the complexity of the energy consumption models, makes it
very difficult to come up with a single model. Some of the main difficulties are listed below:
• the energy consumption depends on different sources: some of them can be easily identified e.g.:
– CPU clock frequency,
– LCD brightness level;
others are “hidden”, and it is difficult to measure them and account for them while trying
to estimate energy consumption, e.g.:
– actual CPU utilization,
– actual disk activity (if present),
– actual driver and interrupt activity,
– number of CPU wake-up from idle states,
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– power drained by external devices,
– etc.;
• dependencies exists on which particular technology is used for the battery(es);
Therefore, we took a practical approach. At the lowest level of the API, it is the responsibility of the application to specify its budget requirements for each power level of the resources.
In this way, we simplify the implementation of the API, but we leave the burden of computing
the most appropriate budgets to the application. Depending on the current power level, the
negotiation algorithm will use the budget for corresponding power level.
At the QoS management level, instead, we automatise the translation from QoS specification to specific budget for each power-level. A component called QoS DB will take care
of collecting statistics for application execution requirement at the different resource power
levels. Such statistics are then utilized during the next negotiation to prepare a set of budget
specifications for each resource.

5.4

Estimating System Remaining Lifetime

In case of battery operated systems, it is critical to be able to correctly estimate the remaining
system lifetime in the time domain. Unfortunately, in many cases battery(es) charging and
discharging profiles may not correctly and precisely modeled by plain linear models. For this
reasons, precise estimation is hardly possible.
Therefore, we use an adaptive approach. We build off-line a simple linear model of the
battery discharging profile. The model will consist in a linear function δ() that returns energy
consumption depending on the power level of the resources. In order to be conservative, this
model is built by overestimating actual energy consumption rates. The profile is then “adapted”
at run time by using on-line measurement of the actual battery level and consumption rates.
More specifically:
• the system battery status is periodically polled, and the remaining battery power is read
and reported (polling period is configurable at compile time);
• an estimation of the current discharging (charging) rate is obtained, and stored in the
QoS DB for future reference;
• periodically, function δ() is updated with the statistics on the energy consumption rates
• Given the current battery level and δ(), it is possible to compute an estimation on the
battery up-time.
This simple algorithm has been implemented in the service thread that is used for negotiation, and it is executed periodically, or upon request for negotiation of a new contract, or
renegotiation of exiting contracts.

Ref: D-EP5

FRESCOR: FP6/2005/IST/5-034026

Page:15

Power Management

5.5

FRSH Energy Management Module API

Here comes a brief description of the main API calls from the FRSH Energy Management
Module, together with the explanation of how they have been implemented on top of Linux,
and integrated within the FRSH-FORB framework1 .
i n t f r s h c o n t r a c t s e t m i n b u d g e t p o w ( f r s h c o n t r a c t t ∗c ,
frsh power level t p l ,
const f r s h r e l t i m e t ∗ p min budget ) ;
This function stores in a contract its budget values, one for each available power level. When a
contract is being negotiated, the used budget value is the one specified for the current system
power level.
i n t frsh contract set max budget pow ( f r s h c o n t r a c t t ∗c ,
frsh power level t p l ,
const f r s h r e l t i m e t ∗ p max budget ) ;
i n t f r s h c o n t r a c t s e t u t i l i z a t i o n p o w ( f r s h c o n t r a c t t ∗c ,
f r s h p o w e r l e v e l t power level ,
const f r s h r e l t i m e t ∗ budget ,
const f r s h r e l t i m e t ∗ period ,
const f r s h r e l t i m e t ∗ d e a d l i n e ) ;
These two functions are exactly the same as above, with the only difference that the parameters are effective with respect to spare capacity distribution.
int frsh contract set min expiration ( f r s h c o n t r a c t t ∗ contract ,
f r s h r e l t i m e t min expiration );
This function sets the minimum requested duration for this contract. If the contract is
successfully negotiated, this means at least the specified amount of system lifetime has to be
provided, before battery power exhaustion. The implementation of this function is straightforward, since it only set some contract parameters. However, when a contract with minimum
duration get accepted, ensuring the lifetime guarantee being met is a job for the global system quality and power optimizer (see D-AQ3v2), and thus has been implemented inside the
contract broker of the FORB architecture.
int frsh resource set power level ( frsh resource type t resource type ,
frsh resource id t resource id ,
frsh power level t power level );
This function sets the specified power level for a particular resource. In the current implementation, only CPU is supported. The implementation of this call involves the renegotiation
of all the contracts that has been accepted in the system (or, at least, on the local node).
For that reason, it has been implemented in the contract broker, the only component able to
asynchronously trigger the mode change. When this happens, it implies turning each contract
parameters into the ones specified for the target power level.
1

notice that only frsh set * functions are described herein, since the corresponding frsh get * are simply
contract parameter retrieval functions.
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int frsh battery get expiration ( frsh abs time t ∗ expiration );
This function reads and returns an estimation of the remaining duration of the system
battery lifetime.

5.6

Other resources

The API described above is only available for the CPU resource. We did not provide a general
API for all possible resources. The reason is that resources are so different from one another
regarding power management that it is very difficult to derive a single coherent API for all of
them. For example, Linux currently offers no direct support to manage disk power consumption. Also, there is not enough support for power management of wireless radio. Therefore,
we concentrated our efforts to provide a general API to perform CPU power management.
Another device that can be easily supported is the LCD display for laptops or PDAs. As
discussed in Section 3.3, the display is one of the most important drain of energy in the system.
However, the LCD display is a very special kind of resource, as it is directly used by one
sigle server application and cannot be assimilated to other computation or communication
resources.
We believe that it makes little sense to define a contract for the display. However, display
brightness can impact both power consumption and the QoS experienced by the user of an
application. For example, a user could specify for the display resource a different QoS level for
different values of the LCD brightness. A global optimization function could try to maximize
the global QoS at the same time guaranteeing the minimum expiration time for each contract.
Since the display brightness has to do with the application QoS, we only provide such
interface at the higher QoS middleware layer (see D-AQ3v2).
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